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Summary

AI engineer since 2018. I build AI products at Mudita Studios and work on Agent Experience in the open.
Previously, I owned the Agent Experience programme at Firecrawl; before that, production ML in search,
recommendations and computer vision.

Experience

AI Product Engineer
Mudita Studios | Remote May 2026 - Present

• Own AI product engineering for the studio products, from architecture to production support.
• Built a coding agent from an empty repository that turns Slack and Jira requests into GitHub draft pull

requests, with sandboxed execution, browser checks, and human review before delivery.
• Built a browser QA agent that tests each change in a real browser, records the run, and has a second model

judge the result against the ticket.
• Main engineer on a research product in production: data connectors, source-backed answers, claim checks,

citation regression tests, and the end-to-end test harness and release gates.
• Set up the delivery platform for a second product: CI/CD, preview environments, and daily smoke tests.

Agent Experience Engineer
Firecrawl | Remote May 2026 - September 2026

• Owned the Agent Experience programme: how coding agents discover, choose, and correctly use Firecrawl.
• Built the Agent Experience harness from the first commit: real coding agents in sandboxes against any

version of the MCP server, CLI, SDKs, and skills, with judges, cost caps, and false-discovery-rate control.
Releases went through an A/B test on it before shipping.

• Built daily discoverability runs, retrievability tracking, and weekly Deep Insights on it. Every quoted finding
is checked against the raw agent runs, and the discovery metric joined the Q3 top-of-funnel dashboard.

• Rebuilt the hosted MCP server from first principles on Firecrawl OAuth, replacing API keys in URLs and a
mis-wired sign-in: grants database, keyless and account endpoints, and infrastructure. It serves the Claude
and Codex connectors and loads half the tokens with no loss in task success.

• Agent Experience DRI for the Developer Index, Life Sciences, and Government and Legal launches. With the
research-index skill, agents reaching the paper index went from 0% to 100% of test runs; routing
instructions took Firecrawl from 0% to 100% of Claude Code searches for MCP users.

• Shipped the fixes the insights found: pricing, billing, and benchmark pages agents cite, docs samples run in
CI, JSON API errors, and recovery messages that tell agents how to handle spent limits and wrong keys.

Public work

Agent Experience agentexperience.tech

• A field guide to agent-facing products, with an agent-readiness rubric and a public, read-only MCP server; I
maintain Awesome Agent Experience, a curated library for building and evaluating them.

Qwen3.6-35B on a consumer GPU github.com/hmishra2250

• Ran a 35B mixture-of-experts model at 43 tokens per second with 128K context on an 8 GB laptop GPU, and
published the launch scripts, tuning guide, and a coding benchmark.
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Himadri Mishra | Experience continued

Senior AI Engineer
Knit | Remote, India May 2025 - April 2026

• Architected the AI pipeline of the Knit research platform and wrote its core: survey data becomes
checked insights, memos, and decks, cutting report turnaround from 2-3 days to under an hour.

• Built the shared library every agent runs on: LLM routing across OpenAI, Anthropic, and Gemini with
fallbacks, a DAG orchestration engine, Langfuse prompts and tracing, and E2B sandbox sessions.

• Wrote data ingestion and the analysis pipeline: outline to analysis tasks run in parallel as Python in E2B, a
judge on every insight before the memo, and consensus judges evaluating the pipeline.

• Built agentic deck generation: a vision model writes each slide as a build script in parallel, and every render
is scored and corrected until it passes a visual-fidelity threshold or the iteration limit.

Independent ML Engineer (Freelance)
Stealth Product Team | Remote, India March 2025 - April 2025

• Built a text-to-vector-icon pipeline on 18,000 curated icons, from fine-tuning to vector output.

Senior Research Engineer
Epic! for Kids | Remote, India February 2023 - May 2024

• Owned machine learning pipelines for discovery, recommendations, and search. Rebuilt search
autocomplete, improving results in more than 80% of evaluated cases.

• Reduced Docker build time by 50% and cut platform costs by a factor of 10.

Senior Research Engineer
Tangible Play (Osmo) | Remote, India September 2019 - February 2023

• Led computer vision work for educational worksheets across India and US teams. Improved accuracy from
93% to 98% and built real-time models for recognizing shaded regions.

• Led tracing-game development that increased engagement by 20%. Prototyped live feedback and
automated tagging.

Deep Learning Engineer
Whodat | Bangalore, India July 2018 - August 2019

• Built a C++ visual feature detector that ran 20% faster than the ORB-SLAM baseline for augmented reality.

Skills

Agent and AI systems: MCP, CLI and SDK design, agent orchestration, sandboxed execution, evaluation and
experiment design, retrieval-augmented generation (RAG), human review, error recovery.
Engineering: Python, TypeScript, C++, FastAPI, PostgreSQL, pgvector, Redis, Elasticsearch, Docker, Kubernetes,
CI/CD, OpenTelemetry, Langfuse.
Machine learning: PyTorch, TensorFlow, computer vision, search, recommendations, model comparison,
fine-tuning, quantized local inference.

Education and recognition

Indian Institute of Technology (BHU), Varanasi 2013 - 2018
Integrated Dual Degree, Computer Science and Engineering | GPA: 9.28/10

• SN Bose Scholar (2017): UC Berkeley research intern with Professor Dawn Song.
• Kaggle FIDE and Google Efficient Chess AI Challenge (2025): ranked 60 of 1,120, top 6% globally.
• Microsoft software engineering intern (2016): built chatbots for an internal business team.
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